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Abstract— Based on our previous work that integrated a
cognitive architecture, ICARUS, and a humanoid robot, MAHRU,
we extend our use of the architecture to higher-level capabilities
of problem solving and learning. During this process, we found
the need to address a known limitation of ICARUS’s problem
solver. An extension is made to allow handling of underspecified
goals in the system, and we demonstrate this new ability in a
blocks world task that involves alphabet writing with several
identical blocks.

I. INTRODUCTION

Recent advances in robotics research made it possible to
build sophisticated hardware platforms that are much more
powerful than before. Especially, latest humanoid robots
are capable of very complicated maneuvers, and we can
see some great potential for using them in more integrated
manner to human society. However, research on software
that can control such high-level maneuvers in a contextually
compatible way is relatively scarce, and this side of research
lags behind the hardware counterpart considerably.

Researchers tried to remedy this problem in a variety
of directions with some successes, but the research is still
in its infancy. Previously, we made a successful attempt
to use a cognitive architecture, ICARUS [1], for controlling
a humanoid robot, Mahru [2]. The architecture sucessfully
controlled a simulated version of the robot [3], as well as
the actual robot [4] for some blocks world tasks.

Although the previous research showed some promising
results that motivate us to continue our work in this direction,
our use of the cognitive architecture was limited to its
performance mechanism. ICARUS provides more than the
mere execution capability, but we focused our research on
its integration and performance with the Mahru platform.

In this paper, we present our efforts to extend the use of
the architecture to its higher-level capabilities like problem
solving and learning. Initially, we expected to use ICARUS
without any modifications, but we soon realized that one
of the known limitations in its problem solver impacts our
research in a serious way. Although the version of ICARUS
we started with is quite stable, its problem solver can only
work on fully specified tasks without any free variables in
its goal. In response, we made an extension that enables the
problem solver to take underspecified goals and instantiate
them based on the current situation.

To demonstrate this extension and the overall ICARUS-
MAHRU integration, we use a specialized blocks world task
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that involves writing out alphabet characters by placing some
identical blocks on the table. The goal of this task is to
make the shape of the character with any combination of the
blocks, and this means that ICARUS has an underspecified
goal to achieve. The extended problem solver successfully
finds a solution through means–ends analysis and the archi-
tecture learns new skills from this experience.

In the following sections, we first review the fundamentals
of the ICARUS-MAHRU integration and explain ICARUS’s
problem solving and learning capabilities. We then describe
an important challenge we encountered during our attempt to
use these high-level capabilities in robots. We also show our
experiment task in the blocks world domain and present some
experimental observations. We conclude after a discussion on
related and future work.

II. REVIEW OF ICARUS-MAHRU INTEGRATION

Previously, we integrated ICARUS with the MAHRU hu-
manoid, and the system successfully performed a color
sorting task in the blocks world [3]. The integration required
only minimal changes to both ICARUS and MAHRU, still
leaving them available for other uses. In this section, we
review each of them briefly.

A. ICARUS, a Cognitive Architecture

ICARUS is one of the systems that grew out of the cog-
nitive architecture movement. It shares some basic features
with other architectures like Soar [5] and ACT-R [6]. The
architecture commits to a specific representation of knowl-
edge and distinguishes long-term and short-term memories.
It has separate memories for its conceptual knowledge that
describes the state of the environment and its skill knowledge
that specifies procedures to achieve specific goals. The sys-
tem provides an organized way to specify domain knowledge
that is readily available for execution.

1) Representations: To describe situations in the world,
ICARUS uses concepts that resemble horn clauses [7]. Table I
shows some sample concepts for blocks world. The first
concept, holding, specifies perceptual matches against two
objects of types, gripper and block, respectively. Variables
are denoted by preceeding question marks, and the use of
the same variable ?block makes sure that the status attribute
of the gripper object and the name of the block object are the
same. The second and the third concepts have an additional
field where numeric or logical tests exist. The system evalu-
ates these tests against matched variables. Unlike these three
concepts, the last one, letter-t, includes sub-relations, which
point to other concepts. By matching against seven different
blocks, this concept describes a situation where these blocks



TABLE I
SAMPLE CONCEPTS FOR MAHRU IN THE BLOCKS WORLD DOMAIN.

((holding ?gripper ?block)
:percepts ((gripper ?gripper status ?block)

(block ?block)))

((hand-empty ?gripper)
:percepts ((gripper ?gripper status ?status))
:tests ((or (null ?status)

(eq ?status ’empty))))

((next-on-x-axis ?block1 ?block2)
:percepts ((block ?block1 x ?x1 y ?y1 z ?z1)

(block ?block2 x ?x2 y ?y2 z ?z2
width ?width))

:tests ((equal ?y1 ?y2)
(equal ?z1 ?z2)
(>= ?x1 ?x2)
(<= ?x1 (+ ?x2 ?width))))

((letter-t ?block1 ?block2 ?block3 ?block4
?block5 ?block6 ?block7)

:percepts ((block ?block1) (block ?block2)
(block ?block3) (block ?block4)
(block ?block5) (block ?block6)
(block ?block7))

:relations ((next-on-x-axis ?block1 ?block2)
(next-on-x-axis ?block2 ?block3)
(next-on-y-axis ?block2 ?block4)
(next-on-y-axis ?block4 ?block5)
(next-on-y-axis ?block5 ?block6)
(next-on-y-axis ?block6 ?block7)))

are in a particular configuration which writes out an alphabet
character, ‘T.’

On the other hand, ICARUS stores its procedural knowl-
edge as skills that are essentially hierarchical versions of
STRIPS operators [8]. Table II shows some sample skills for
blocks world. The first skill, holding, encodes a procedure
that achieves a concept with the same name, and it matches
against three different objects including a gripper, a block,
and a table. The skill has a precondition, pickupable, and
calls an action, *grasp. In comparison, the second skill,
hand-empty, has an ordered subgoal list, rather than an action
call. This skill achieves a situation where a gripper hand
is empty using a sub-skill for putdown-in-the-center. The
last skill, next-on-x-axis, is another example of skills with
action calls. Note that this skill has the same head as the
third concept in Table I. In this manner, ICARUS’s skills
are indexed by the goal concepts they achieve. Also worth
mentioning is that this skill has a required precondition in
addition to regular preconditions. The former should hold
throughout the execution of this skill, while the latter need
to hold only at the beginning of its execution.

2) Memories and Execution: ICARUS has long-term
memories that store concepts and skills we have shown. Once
the system instantiates them based on the current situation of
the world, ICARUS stores them in its short-term memories.
The architecture operates in cycles, on which it performs a
series of cognitive steps. Fig. 1 shows ICARUS’s memories
and the processes that work over them on each cycle. At the

TABLE II
SAMPLE SKILLS FOR MAHRU IN THE BLOCKS WORLD DOMAIN.

((holding ?gripper ?block)
:percepts ((gripper ?gripper)

(block ?block shape ?shape)
(table ?from))

:start ((pickupable ?gripper ?block ?from))
:actions ((*grasp ?block ?gripper ?shape)))

((hand-empty ?gripper)
:percepts ((block ?block)

(table ?table))
:start ((holding ?gripper ?block))
:subgoals ((putdown-in-the-center ?block

?table)))

((next-on-x-axis ?next ?block)
:percepts ((gripper ?gripper)

(block ?block width ?width2)
(block ?next x ?x y ?y z ?z

width ?width)
(table ?to))

:start ((putdownable ?gripper ?block ?to)
(free ?block))

:requires ((putdownable ?gripper ?block ?to))
:actions ((*release ?block

(- ?x (/ ?width 2) (/ ?width2 2))
?y ?z placeType-table)))

beginning of a cycle, the system receives sensory input from
the environment and deposits them into its perceptual buffer.
Based on this information, ICARUS instantiates its concepts
stored in long-term memory and infer its beliefs for the cycle.
After looking up its goals in its goal memory, the system
attempts to retrieve an executable skill that achieves its
goal. When it finds such a skill, ICARUS deposits a relevant
instance of the skill into its motor buffer for execution. After
executing actions stored in this buffer, the system continues
to the next cycle where it repeats this process.

B. MAHRU, a Humanoid Platform

In our integrated system, ICARUS controls a humanoid
robot, MAHRU [2]. The robot is a complete humanoid
platform that has the approximate height of 150cm and
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Fig. 1. A schematic of ICARUS’s cognitive cycles. Rectangles denote the
environment (far right) and ICARUS’s buffers and memories, while oval
shapes denote processes that work over them.



the weight of 57kg. MAHRU has 12-DOF in its legs and
20-DOF in its arms including 4-DOF in its grippers. The
robot is equipped with an inertial measurement unit and four
force/torque sensors.

MAHRU is specifically designed as a network-based hu-
manoid. It sends various sensor data to external servers
over the wireless network, and the servers perform high-
level recognition, inference, and decision making. The robot
receives control signals from its servers and performs the
actions. This design allow easy modifications to the core
capabilities through updates on the server while leaving the
robot in its original form.

Although our integration covers both the simulated and the
real-world versions of the robot, we use the simulation for
the current work. The 3-dimensional simulation of MAHRU
is based on SimStudio [9]. This software has a powerful
built-in dynamics engine that solves the rigid body problems
like collision detection, and it enables us to analyze sim-
ulated robots in real time. A screenshot of this simulation
environment is shown in Fig. 2.

Fig. 2. A screenshot of SimStudio, a realtime simulation environment

III. PROBLEM SOLVING AND LEARNING

As reviewed earlier, ICARUS provides a computational
infrastructure for representing domain knowledge, perform-
ing inferences and decision making based on the encoded
knowledge, and executing relevant actions in the world.
But artificial agents must have more than just the per-
formance elements of intelligence to operate properly in
real situations, and therefore ICARUS also have higher-level
cognitive capabilities for problem solving and learning to
acquire new knowledge automatically and adapt to changes
in the environment. In this section, we describe the original
ICARUS’s problem solving and learning in some detail and
explain the extension we made to the problem solver.

A. Original Mechanisms

During performance time, if the architecture fails to find
an executable skill, it invokes its means–ends problem solver

to find a solution for the current goal. The system chains
backward off of its goal using either a skill or a concept (see
Fig. 3). ICARUS first attempts to find a skill that is known to
achieve its goal but has one or more unsatisfied preconditions
(thus is not currently executable). When there exists such a
skill, the architecture pushes one of the unsatisfied precon-
dition of the skill as its next subgoal. But when there is no
skill that achieves the current goal, the system decomposes
its goal into subgoals using the concept definition and selects
one of them as its next subgoal.
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Fig. 3. ICARUS uses a skill or a concept to backward chain off of its
goals. These two types of problem solving chains result in different ways
to generate subgoals and learn new skills from them.

Once the system selects its subgoal using either of the two
ways described above, it uses the same procedure recursively
until it finds a subgoal for which it has an immediately
executable skill. Upon finding such a subgoal, ICARUS exe-
cutes the skill that will achieve it. If the execution completes
successfully, the system learns from this positive experience
by storing a new skill for the current subgoal. The exact
format of the new skill differs based on the problem solving
chain used to achieve the subgoal. If ICARUS achieved the
current goal G through the former type of problem solving
that involves a skill that achieves G with a precondition P,
the system learns a new skill, (G :subgoals (P G)),
which means that, to achieve G, achieve P first then work for
G. Notice that the system is capable of learning a recursive
skill. Once ICARUS learns this new skill, it does not require
problem solving to achieve G, even when P is not already
true in the state.

On the other hand, the latter type of problem solving
results in a new skill with a different format. If ICARUS
decomposed its goal G into subgoals using a concept def-
inition with subconcepts, A, B, and C, and achieved them
in the order of A–C–B, then the system learns a new skill
like (G :start (P) :subgoals (A C B)).1 What

1Here, P = PA ∪ (PC −A)∪ (PB −A−C) where P with a subscript
denotes the precondition of that subgoal. Since the exact mechanism to
compute the new skill’s precondition is not a crucial aspect of the current
work, we are not describing it any further. For more details, see [3].



is important in this new skill is the ordering information
among the subgoals. Depending on the definition of the
concept involved, it may require a particular order to achieve
its subgoals. The positive problem solving experience gives
an evidence to ICARUS that the ordering works and the
system stores this information by learning a skill for it.

B. Extended Problem Solver

While we work with the original ICARUS, we encountered
an important challenge to overcome. Although the execution
module in the original ICARUS can use partially instantiated
goals without any issues, its problem solver can handle
only fully specified goals. This is partly due to the design
philosophy for ICARUS that commits to grounding every
variable in the architecture on an object or its attributes.
When a partially instantiated goal is given to the original
problem solver, the system treats the variables in the goal as
if they are constants, causing it to determine that the goal is
not satisfiable. Furthermore, even if the system could handle
variables correctly, the system does not have any mean to
figure out which set of variable bindings leads to the goal
with the least amount of effort required.

In response, we extended ICARUS’s problem solver to
instantiate its goal descriptions dynamically based on the
current state of the world. When given an underspecified,
partially instantiated goal, the extended system first searches
for a skill that achieves the goal as the original architecture
would. When this fails, the architecture decomposes the goal
using its concept definitions. This is where the new system
starts to behave differently from the original system. The
extended ICARUS first decomposes the goal into subgoals,
leaving the variables intact. Using only the subgoals that are
at least partially instantiated, the system attempts to match
them in the current state of the world. When ICARUS finds a
consistent binding set for these subgoals, it uses the binding
set to instantiate all the subgoals and chooses among these
now-fully-instantiated subgoals.

But when it does not find any consistent binding set, the
system takes one subgoal out of these partially instantiated
subgoals and repeat the same procedure for the rest of them.
If it still does not find any consistent binding set, ICARUS
increases the number of subgoals it leaves out and repeat
the process until it finds a binding set that is consistent with
both its underspecified goal and the current state of the world.
This way, ICARUS becomes more opportunistic in the sense
that it tries to achieve an instance of its goal that is closer
to reach from the current state, and therefore easier for the
system to achieve. In the next section, we introduce a blocks
world task and show a typical example that exploits the new
extension to ICARUS’s problem solver. We also provide the
simulated result from our experiment for this example.

IV. EXPERIMENTAL OBSERVATIONS

To demonstrate the problem solving and learning capa-
bilities of the ICARUS-MAHRU system, we use the familiar
blocks world domain. Typical tasks in this domain involve
stacking blocks on one another, but we use a new task that

requires better handling of spatial relations among different
blocks.

A. A Blocks World Task

For experiments, we gave ICARUS the task of placing
identical blocks on a table in the shape of an alphabet
character. The goal for our system in this task is to move
arbitrarily scattered blocks to form a specific configuration
as shown in Fig. 4. Each block does not have any unique
location assigned to it, and the system can use any block for
any part of the alphabet character. Namely, what is important
in this task is the overall shape the blocks make, and it
does not matter which block is where in the configuration.
Therefore, this task requires better descriptions of spatial
relations among blocks, rather than letting the system focus
on specific blocks.
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Fig. 4. The blocks world task we use to demonstrate the problem solving
and learning capabilities of ICARUS-MAHRU system.

More specifically, the goal we give to the ICARUS-MAHRU
system is not fully instantiated. Rather, the system gets its
goal as an underspecified concept instance that includes
many variables. For example, we give the following goal
in our experiment:

(letter-t ?block1 ?block2 ?block3 ?block4
?block5 ?block6 ?block7)

where the preceeding question marks denote variables. With
exactly seven blocks on the table, the system has seven
factorial choices it can select from. But, as shown in Ta-
ble I, the goal concept has six sub-relations, and some of
them might already be true for a particular set of bindings
depending on the initial state we give to the system. This
means that the system should choose the variable bindings
wisely to minimize its efforts to achieve this goal. The
extended problem solver handles this issue properly, like in
the example we show below.

B. A Typical Example

In our experiment, MAHRU has seven different blocks
lying on the table. The goal of the robot is to move some
blocks around so that they are in the shape of the alphabet



letter, ‘T.’ Some of the seven blocks already make some
part of the letter as shown in Fig. 4. So if the ICARUS-
MAHRU system is taking advantage of the partial letter, it
only requires three moves of blocks to complete the letter.

Fig. 5 shows some key snapshots of the system’s behavior
to solve this problem. The first figure shows the initial
configuration (a). Four blocks in the middle are placed in
an ’L’ shape rotated 180 degrees to the viewers, while three
other blocks are placed separately from these. In the next
figure, MAHRU approaches one of the three blocks that are
not part of the letter yet (b). Between these two snapshots,
ICARUS went through the following processes:

1) decomposing its goal concept, letter-t, into subgoals of
two next-on-x-axis and four next-on-y-axis instances;

2) detecting that there exists a binding set that satisfies
one of the former and two of the latter;

3) instantiating remaining variables against the three free
blocks;

4) selecting an unsatisfied next-on-x-axis instance to
achieve first.

From this point, it is only the matter of executing for
the unsatisfied subgoals that include one next-on-x-axis and
two next-on-y-axis instances. MAHRU achieves the former
first (d) and continue to achieve the latter in sequence (e–
h). The last figure shows the completed alphabet character,
‘T’ (i). When the system finishes the task and achieves its
goal, ICARUS learns from this successful problem solving
and creates new skills based on the experience.

V. RELATED AND FUTURE WORK
There are a small number of work that uses a cognitive

architecture in robotic platforms. ADAPT [10] is a recent
architecture that is specifically designed for robotics that
features goal-directed, active perception and a heavy focus
on parallelism. This architecture shares many of its search
control and learning methods with other cognitive archi-
tectures, but it is specialized for top-down perception and
parallel execution for robots. Its active perception differs
from ICARUS’s passive perception and bottom-up inference,
but it uses temporal constraints in its schema to control
parallelism in a similar fashion as ICARUS.

Another example is SS-RICS [11], which is based on ACT-
R. The architecture borrows the latter’s memory model of
strengthening and decay, as well as the foundation of produc-
tion system. But it diverges from other architectures in that
it has some significant amount of subsymbolic component
that include neural networks and other statistical techniques.

Some researchers developed their own architecture for
robots without using existing cognitive architectures as bases.
ISAC [12] is originally developed as a humanoid robot plat-
form but later extended to be a cognitive architecture. Like
ICARUS, it provides many additional features like execution
for multiple goals and dynamic prioritization, in addition to
more traditional ones found in traditional architectures like
opportunistic behavior.

As evidenced by the small number of related work, this
research is still in its early stages. Our work on ICARUS and

(a) (b) (c)

(d) (e) (f)

(g) (h) (i)

Fig. 5. Snapshots of ICARUS-MAHRU’s behavior to solve the blocks world
task of writing a letter, ‘T.’

MAHRU also requires further study in a variety of directions.
These include more investigations on learning in the context
of robotic tasks, demonstrating the advantages of ICARUS as
an architecture for robots by applying it to other platforms,
and extending the use of the architecture for lower-level tasks
like perception and motor control.

VI. CONCLUSIONS

In this paper, we extended our use of ICARUS to higher-
level capabilities of problem solving and learning in the
context of controlling a humanoid robot, MAHRU. During
the process, we found the need to address a known limitation
of ICARUS’s problem solver, and modified it to handle
underspecified, partially instantiated goals based on the cur-
rent situation of the world. We demonstrated the extended
system’s ability in a blocks world task, which involves
writing out an alphabet character by placing identical blocks
on a table. Research in this direction is still in its infancy,
but the promising results motivate us to continue our work,
which we wish to report again later in this venue.
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